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Abstract We present a novel approach to render low reso-
lution point clouds with multiple high resolution textures

the type of data typical from passive vision systems. The
low precision, noisy, and sometimes incomplete nature of
such data sets is not suitable for existing point-based ren-
dering techniques that are designed to work with high pre-
cision and high density point clouds. Our new algorithm— |
View-dependent Textured Splatting (VDTS)—combines tra- |
ditional splatting with a view-dependent texturing stogtéo
reduce rendering artifacts caused by imprecision or noise i
the input data. ) ] . o o

VDTS requires no pre-processing of input data, addres§is! Rendering of a *knot-tying” data set, which is reconsruate-

L - . iNg a passive computer vision technique and consists of @bkgpand
texture aliasing, and mostimportantly, processes textisfe et textures. The left image is rendered with traditiopaint splat-
ibility on the y. The combination of these characteristicsng (one color per point), while the right one is with Vienependent
lends VDTS well for interactive rendering of dynamic scengsxture Splatting (VDTS).

Towards this end, we present a real-time view acquisition
and rendering system to demonstrate the effectiveness of
VDTS. In addition, we show that VDTS can produce higBented in this paper is motivated by another type of point
quality rendering when the texture images are augmenigata—depth results from passive computer vision techsique
with per-pixel depth. In this scenario, VDTS is a reasonabdich as stereo. Compared to high-quality data, reconsttuct
alternative for interactive rendering of large CG models. point clouds from passive vision techniques are typically
low resolution, noisy, and sometimes even incomplete {lack
ing normal information, etc.). They can, however, be aug-
mented with high-resolution images (textures) from miugtip
viewpoints.
X A typical way to make use of the high resolution im-
1 Introduction agesis to rst convert the point cloud into a triangular mesh

. , ) , Then the images from multiple viewpoints can be applied
Driven by recent advances in range scanning techniques @a4extures and blended in a view-dependent way [6,4]. This
the ever increasing demand for photo-realistic rendetisg, yjew-dependent texture-mapping (VDTM) strategy has been
ing points as rendering primitives has become an active igsplied successfully to improve the visual realism of sgath
search topic in computer graphics (e.g., see [11,20, 18, 2%ji7e4 images from a coarse geometric model. However, ap-
Typically research in this area is geared toward high-@yaliyying this approach to live dynamic scenes is challenging
and interactive rendering of very large pomt_data setsch/hlmaimy due to the triangulation process. Robust 3D triangu-
are usually converted from computer graphics models or QBion is a dif cult computational geometry problem [14],
tained from laser range scanning devices. The research g4 doing it in real-time is not feasible with today's com-

puter hardware. In addition, VDTM [6] requires a subdivi-
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We propose a novel approachdew-Dependent Textured=inally we conclude in Section 7 with a discussion of possi-
Splatting (VDTS)—to render sparse point data with higtble future work.
resolution texture images. It combines point renderintafsp
ting) with view-dependent texture mapping techniques to
improve the rendering quality and performance. Given a thelated Work
of points and their associated texture maps, our algoritim

generates spatia_lly oriented quadrilaterals that colielst The concept of representing objects as a set of points and
represent the solid surface, then input textures are pm'jecusing these as rendering primitives was introduced in a pio-

Sir;iE)Tg tselj(zf;(;en:v;thsoi:r-;h&é)r/] dv;zlbi:iltg \t/s;t'q%atnadgr:rl]teneering report by Levoy and Whitted [11]. Unlike the clas-
P y 9 Sjcal surface discretizations such as triangles meshés, po

cont.inuous transitiops between viewpoints. All thgse Stepsed rendering has no explicit connectivity. In point slemp
are .|mplem¢nted using the advance_d progrgmmablhty n tPe'ndering, objects are modeled as a dense set of surfade poin
day's graphics hardware to achieve interactive perforraan

%amples. The use of points as rendering primitives is appeal

ing due to its speed and simplicity. Points can be rendered
xtremely fast; there is no need for polygon clipping, scan
onversion etc. The advantages over the traditional polygo

wndering systems are more obvious when the input trian-
les or quadrilaterals are very small when the overhead for

Contributions Designed to render dynamic scenes, VDT
requires no pre-processing of input data, addresses ¢ex
aliasing, and most importantly, processes texture vigjbil

onthe vy, .Wh'Ch'. to the begt of our knoyvledge, has not be sterization is substantial (and mostly wasted). Pcasted
reported in previous splatting related literatures. o gering has received a considerable amount of attention
In cases when the input textures are augmented with high e ytly hecause of the continuing increase in data set reso
resolution depth maps, we developed a natsibility clip- | tion.
pingalgorithm to remove the ghosting effects when the input Splat rendering research can be roughly divided into two
data set is too sparse. We also demonstrated dynamic ligfifactions. One focuses on tispeed i.e., rendering large
ing capability using depth maps, which can be thought of @8, data sets in real time by using multi-resolution and
applyingview-dependent bump-mappitgthe entire scene. oy e|_of-detail (LOD) control techniques. QSplat [20] isch
From a system standpoint, we present a real-time onligg,int rendering system designed to interactively and pro-
system for acquiring and rendering live scenes. The novelfiessively render huge data sets (up to one billion points).
of our system is that it performs all the computation on thgen et al. [19] designed a rendering system that interac-
GPU, from depth estimation to primitive generation to refjyely renders complex point models with arbitrary surface
dering. textures. By taking advantage of the programmable GPU,
they can render up to three million points per second on re-
The main focus of this work is interactive rendering ofent PC graphics hardware. Other interactive point renderi
live scenes, not high-end applications such as feature Irschniques are given in [21,9].
or computer-aided design and manufacturing. As shown in The other research direction focuses mainly ongjinai-
Figure 1, the combination of point splatting (which usuallity by carefully balancing points sampling density or pre-
has only one color or texture per point) with VDTM (whicttisely texture mapping. Botsch et al. [3] propose a highly
is usually de ned over a surface) provides a simple, effeef cient hierarchical representation for point sampledge
tive, and scalable solution that lends itself well for iaier etry that automatically balances sampling density andtpoin
tive online rendering of real-scenes for tele-presende; tecoordinate quantization. There is a large body of liteatur
operation, and 3D video teleconferecing applications.  to address the texture (or color) aliasing problem in splat-
In addition, we demonstrated that VDTS can be extendéidg [5, 15, 18,25, 19].
easily to use per-pixel depth information to improve the-ren  While these splatting algorithms have achieved some very
dering quality. In this scenario, VDTS is a reasonable d@mpressive results, they are designed to work with high pre-
ternative for interactive high-quality rendering of CG modcision and high density point clouds. Their sophisticateth
els that are represented as low-resolution point clouds auifjues may not be adequate for a low resolution point cloud
mented with high-resolution texture maps with depth. Conmn which each point's footprint is much bigger than a pixel—
pared to the traditional VDTM technique, VDTS does nai substantial deviation from the original motivation behin
require the preprocessing of the texture visibility. point-based rendering. On the other hand, there are aspects
The rest of the paper is organized as follows. We stdhat many existing algorithms take for granted, for example
with a review of related work in Section 2. Then in Sedhe surface normal, that do not exist or are very likely to be
tion 3, we present our basic VDTS algorithm in detail. Werroneous in a point cloud generated, say, by a stereo algo-
discuss how to improve visual quality and add lighting caithm. New algorithms are needed to address these speci ¢
pability when input textures contain depth in Section 4. Thissues.
details of our real-time rendering-through-acquisitigs-s In addition, many of existing splatting algorithms require
tem is discussed in Section 5. We demonstrate in SectioeXensive pre-processing and therefore will have dif gult
the effectiveness of our approach with a variety of data seteping with live dynamic scenes. The technique in [23] is
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Primitive Multi- Texture Continuous| Live scene
type texture visibility blending

QSplat point n/a n/a n/a No
EWA Splat point n/a n/a n/a No
VDTM mesh Yes preprocessed No No
ULR mesh Yes No Yes Yes
IBVH visual hullf Yes Yes Yes Yes
Opacity-Hull point Yes pre-processed Yes No
3D Video point No Yes n/a Yes
VDTS point Yes Yes Yes Yes

§ Texture blending is guaranteed to be continuous and smootlidwpoint transitions.

T Limited to convex objects.

Table 1 Comparison of VDTS with several related real-time rendgtechniques. The rst two, QSplat [20] and EWA Splat [19k aplatting
algorithms for interactive high-quality rendering utitig preprocessed data structures. The rest, VDTM [6], IBR][ ULR [4], Opacity-
Hull [13], and 3D Video [23], are image-based.

an exception that can render dynamic point samples on Eh@/iew-Dependent Textured Splatting

y and in real-time. Based on [19], they use high-quality el-

liptical weighted average (EWA) Iter adapted for irregulayje\-dependent Textured Splatting (VDTS) addresses the

point samples. Surface normal information is required awomem of rendering a sparse point cloud with high-resotut

each point has onlyasingle cc_>|or. quirly dense point Setiiﬁﬁagery. The input to the VDTS algorithm consists of a

therefore needed to achieve high quality. point cloud and a set of calibrated texture images (source
views) l; with corresponding projection matric€s An op-

Our research is motivated in part by the successful viewenal input to the algorithm is a high-resolution depth map
dependent texture mapping (VDTM) technique. It generatgstf D;g. The VDTS rendering pipeline is illustrated in Fig-
novel views of a scene with approximately known geometiye 2. It proceeds by generating a splat primitive (an ogient
by making maximal use of a sparse set of source views [gliadrilateral) for each point. Next, each splat is assigned
A real-time implementation using projective textures is-pr a blending weight for each source view, depending on the
sented in [6]. A drawback of this technique is the requirgurrent viewing position. Visibility analysis is perforén
ment of a fairly accurate polygonal model. A preprocessingncert with the nal texture blending procedure to remove
step subdivides the polygonal model so that each trianglepigjective artifacts, such as occlusions, on a per-fragmen
either completely visible or invisible from any given omngi  basis.
view point. This process can be fairly expensive for dynamic The basic VDTS algorithm is described in this section.
scenes. Related to VDTM is the unstructured lumigraph refir Section 4, we describe techniques to improve rendering
dering (ULR) that allows many views to be blended with aguality and introduce dynamic lighting effects when therseu

approximate geometry [4]. A drawback of this technique {fews are augmented with high-resolution depth maps (i.e.,
that it does not handle the visibility issues. In a more récegath B).

approach to 3D photography [13], VDTM is used with point

data set, but their rendering algorithm is designed foicstat

scenes and requires a preprocessed visibility mask for each

texture. A recent paper [22] from the blue-c project [8] alsB.1 Splat Primitive Orientation

uses a point-based model for 3D video. The model is con-

structed off-line to produce high quality data. Our apploadrhe algorithm proceeds by generating a quadrila@pgfor

requires no preprocessing and solves the texture visibitit each pointp in the point cloud. Eacl®, is initialized as a

a per-pixel basis on the y, therefore it is more suitable faninit quad on they plane centered at the origin (Figure 3a).

live dynamic scenes. EachQp will have a scale, rotation and translation transform
applied, respectively. The transformation frgmto Qp is

Another popular approach for real-time view synthesis ig¢ferred to asplat primitive orientationand each oriented

to use the silhouette information to construct teual hull  Qp is called asplat primitive

that encloses the actual object [12]. Texture visibilitp t& The rst transform applied tQ)y is the scale transfori@

processed very ef ciently on the y. Similar approaches aréFigure 3a,b). When the point primitives are sampled from a

adopted in [2,8,23]. A common limitation of these visualknown surface topologys can be applied as the largest edge

hull based approaches is that they cannot handle concdistance betweepand the set op's neighbors. In this case,

objects. Our point-based representation does not have this scale factor is different per splat. When surface topol-

limitation. A comparison between VDTS and several popwgy is unknown and/or it is unrealistic to perform per-splat

lar point-based or image-based rendering approaches is sanaling, we simply seek to minimize the effect of holes with

marized in Table 1. a user-de neds. Note that it is possible to have non-square
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Fig. 2 Pipeline of the VDTS algorithm.

splats. Our current implementation does not include tlas fe
ture since the data sets we have are uniformly sampled.

Next, R is determined in one of two ways, depending
on the existence of a surface nornNgy for p. If N, exists,
thenR alignsQp's normal toN,,. OtherwiseR dynamically
alignsQp's normal to the viewing direction vect®. Align-
ment is accomplished by determining 6r Np)'s polar an-
gle g on thezyplane (Figure 3c) and azimuthal andleon
thexy plane (Figure 3d). These two rotations are combined
to formR.

Lastly, T simply movesQ,'s center to the Euclidean po-
sition of p (Figure 3e). The complete transform fra@y to
Q¥ is shown in Equation 1.

Texture
Blending
N\
|
1
Dynamic
_/ Lighting
PathB Path A PathB
Splat primitives
——

AN g

0 Fig. 4 Angles between the desired viewpoi@§ and source views
Qp=TRSQp (1) fCig, for a splat primitiveQ,. We use the centroid of the quadrilat-
eral to compute the angles.

a) ®) 2 The blending weightw;) is then given by the following
equation:
2
Wi = exp(— 1) @
d o The blending factois is a user-controllable parameter to

control the rate of transition.

Our blending function is similar to the one used in un-
structured lumigraph rendering [4]. Different from theich-
nigue is that we handle texture visibility correctly, which
will be discussed in detail in the next section.

Fig. 3 Stages to generate a splat primitive.

3.3 Visibility Testing and Blending

Visibility testing is a crucial problem in image-based rend

3.2 Blending Weight Calculation

ing domains, and especially projective texture mapping Th

projections of splat primitives on a two dimensional image
To ensure smooth transition as the viewing position changpkane in general overlap, causing several splats to referen
we blend the input textures in a view-dependent mann#re same image pixels. Such overlapping can cause visual ar-
More speci cally, we assign a blending weight to each sourtifacts when there are occlusion changes. To properly apply
texture for every splat primitive. As illustrated in Figude the texture map to the splat primitives, we need to determine
the texture weights are determined by angle between the dévich parts of the splat primitives are visible from which
sired viewpoint C,) and source viewsX;Cy:::Cy). source view.
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boundaries when the point data set is very sparse. We illus-
trate the problem in Figure 6. A large splat size is required
to cover the entire surface in the middle, therefore thetspla
extend beyond the object boundary. This causes two types
of artifacts. The rst one is from the geometry. The object
silhouette is “fattened”, as for poimf in splatQ (for sim-
plicity in notation, we dropped the subscript for a splat).
The second artifact is from texture blending. When we apply
projective texture mapping onto boundary splats (p.gn

P in Figure 6), wrong colors are blended together, creating
ghosting effect. Note that the texture visibility test (iacs

tion 3.3) cannot solve this problem since the splats cannot

faithful represent the true geometry, popis indeed visible

one point. (Top) Each splat (point) has only one color. (@ut Each tg hoth source views if the splat geometry is used.
splat is rendered with projective texture-mapping.

Source View 2

The visibility problem is equivalent to the shadow deter-
mination problem. That is, with a point light source placed
at each source view camera position, to determine which Wrong color

parts of the scene are illuminated by the light and which \\/\\
parts lie in shadow. Standard shadow mapping techniques Source Jiew P
are directly applicable [16]. It basically involves two ren C

dering passes: rst, the model is rendered from the source
viewpoint, sayC;. The depth buffer thus contains the points

visible toC; and is copied to a texture. Then the model is .

rendered from the desired viewpoint. For each fragment, we 8\ zlrf
also project it toC;'s view. If the fragment is farther away & p
from the visible point, then we know that fragment is oc- j ® o

cluded fromG;. ThereforeCi's texture should not be used j
for color blending, and its corresponding blending weight i
set to zero. In cases where the fragment is occluded from all
source views, the fragment is “killed” by setting its depth t
the far clipping plane.

Once blending weights have been adjusted, the nal colgg. 6 An illustration of thevisibility clipping algorithm.P andQ are
of each fragment; is determined by applying the blendingwo splats leading to inaccuracy near object boundariesk@aund

weights to the corresponding textures using the followirgggmentation can be used to solve the problem caused bycpdint
not p. However, if source view 1 has a per-pixel depth malp depth

equation: value (from source view 1's perspective) will be smallenttize stored

_ éinzocivvio value in the depth map. Therefore we can threshold the diffss to

fo= Yl ()  ndand clip away fragments that signi cantly deviate fromet object
ai=oW surface.

wherec; is the texture color anwiois the adjusted weight.

The rst silhouette fattening problem (i.e., spi@) can
3.4 Anti-Aliasing be removed by segmenting the texture images into foreground
and background. That is, each pixel in the texture image is
Unlike most splatting algorithms that deal with input datelassi ed as either a foreground pixel or a background one.
in which the size of a splat is comparable to a single pixdburing the blending operation in equation (3), if any con-
VDTS uses splats that are much bigger than one screen pikdbuting pixel is a background one, the output color will be
As a result, anti-aliasing for high resolution textures ban set to be totally transparent (i.e., not visible).
handled directly by the graphics hardware. We demonstrate Regarding the second texture blending artifact, it is, how-
this effect in Figure 5, in which we rendered a point clouelver, much more dif cult to deal with. It is similar to the
with one color per point primitive and VDTS. problem of under-sampling in light- elding rendering [10]
One possibility is to pre- Iter the input textures, creajia
fuzzy but aliasing-free data set. We propose a solution that
4 Improvements with High-Resolution Depth Maps uses high resolution depth maps, i.e., the texture maps from
source views are augmented with per-pixel depth.
VDTS uses a user-selectable splat size to create an imageg-or each fragment we compare its depth in the source
without holes. This approach can be problematic at surfagew space with the stored depth (e!jg.pj vs.j'cplj in Fig-
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ure 6). If the difference is too large, then we know itis likel  In order to estimate normals from a depth map, one of
to be a part of extruding splat that should be removed. Wee most common methods is to use central difference to
call this techniquerisibility clipping, which can solve both compute the gradient vector and the normal is the cross prod-
the fattening and the ghosting effect mentioned above. uct of the horizontal and vertical gradient. More specilgal
Visibility clipping is very similar to shadow mappinggiven a depth ma(x;y) de ned over the pixel grid, the
(the technique used in Section 3.3), we combine these ta@malN at the pixel locatiorfx; y) can be calculated as fol-
steps in a single pass using fragment program, the psel@igs:
code is given in Algorithm 1. N=[20:Dx [0:2 Dy]: @)

whereDx= D(x+ 1;y) D(x 1;y) andDy= D(x;y+ 1) D(xy
Algorithm 1 Pseudo code for texture visibility test and clipd).

ping. The calculated normal is in the texture space and there is

/ Input: an arbitrary “scale” problem. For example, if the input drept

/I TdandPd depth texture and its projection matrix map is normalized between zero and one (as in OpenGL),

Il frag : the current fragment's position in clipping space ) the resulting normal from Equation 4 will be very close to

/I MVP the composite projection matrix for the current viewpoint [0; 0; 1] because of the very small valuesiw andDy. Typi-

v = inverse(MVP)*frag; //  back-project the fragment cal treatment to this problem is to apply a user-de ned scale

texpos = Pd*v; //  project to texture space factor toDx andDy. However this can be problematic in the

depth=tex2Dprojective(Td, texpos); _ view-dependent blending of normals because normals are at

/I retrieve the depth using projective texture mapping different scales in their own texture space.

delta = abs(depth-texpos.2); To avoid this scale problem weack-projecipixels with

If (delta > threshold) depth into the object space and compute the surface normal
out.depth = 1.0; //  discard this fragment in 3D. The input is a depth mdp(x; y) and its corresponding

else projection matrixP. Given a pixelp(x;y), we perform the

/I passed the visibility test and clipping following steps to calculate its surface nornal

endif 1. Sample the depth map g four neighbors to form four

vectors:

pr=0x LyDXx Lyl pr =[x+ LyDx+ Lyl 5
The threshold for visibility clipping is determined em- p,=[x;y 1;D(x;y 1];pqa =[x y+ 1;D(x;y+ 1)]
pirically, mainly depending on the sparsity of the pointedo
and the complexity of the geometry. We found out that se
ting it to 0.05, i.e., about 5% of the object depth, worked p?= P lp;; pP= P Ip; 5
well for the data sets we used. pd=P py; pd=P Ipg (6)

g_. Back-projection:

3. Normal calculation:

— ; 0 0 0
4.1 Dynamic Lighting N = normaliz¢(p} pf) (3 PQ)) (1)

With the normal vectoN in the object space, we can

When high-resolution depth maps are available, VDTS caroceed to calculate the fragment color with any lighting
perform dynamic lighting because surface normals can tezhnique. When multiple depth maps are present, normals
calculated from the depth maps. However, one should kesie blended in the same way as textures. Taking advantage of
in mind that the color texture images contain pre-capturéige programmability in the current generation graphicsthar
radiance, i.e., the recorded pixel color is the product ef tvare, the above lighting computation is implemented using
surface albedo and lighting. In theory the contributiomfro a fragment program.
the light source should be removed so that re-lighting can For smooth surfaces, our dynamic lighting scheme can
proceed. Therefore, when rendering dynamic lighting effegroduce high quality results comparable to traditionahspl
in VDTS, either the capture environment should be designtielg with per-point normals. However the normal estimation
to minimize view-dependent shading effect or only the depbased on central difference can be wrong on the object sil-
maps should be used to provide shading. houette. A silhouette pixel will have a normal that is almost

To reduce the texture memory requirement, instead afthogonal to the optical axis of its corresponding source
pre-computing the normals, we implemented a fragment pxéew. This problem can be ameliorated by using multiple
gram that computes per-pixel normals from the depth mapepth maps. By blending the normals together, the error in
In order to ensure smooth lighting changes when the viewrmal estimation can be reduced. For the data sets we have
point changes (i.e., different depth maps are used), walblarsed, the lighting error on the silhouettes is only notiteab
normals in the same way as textures. Our scheme canviden a single depth map is used. It is also possible to use
thought of as applyingiew-dependent bump mappioger more a sophisticated normal blending scheme. For example,
the entire scene. one can exclude these “bad” normals that are close to be
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orthogonal to the optical axis. With an almost “unlimitedteconstruction on the CPU. However this involves expen-
fragment program length in the latest generation of graphisive read and late write operations between the host memory
hardware, these approaches are feasible now. and the graphics memory. To streamline the reconstruction
process, we take advantage of an OpenGL extension from
ATl—Superbuffefl]. A superbuffer is a versatile OpenGL
4.2 Relationship with Traditional Splatting object that can be used as both an output buffer (i.e. frame
buffer) and an input buffer (i.e. texture, vertex or color ar

One may argue that a high-resolution depth map is equivay). So we can render the disparity map to a superbuffer and
lent to more points and therefore traditional splattingpalg reconstruct the 3D points using a fragment program (details
rithms can also be applied after converting the depth mafe presented in the next Section 5.1). The superbuffer then
to 3D points. While this is certainly true, we would like tdS bounded as a vertex array for rendering, avoiding the 1/0
point out two major advantages of using VDTS. First, oltottleneck between the host (CPU) and the graphics board.
approach is more image-based. Depth information is storddne point to make here is that VDTS renders a quad for
as images, which are easier to store, compress and tran§@gh point. Current graphics card does not support gener-
(see a comparison of data set size in Section 6). ation of new vertices within the rendering pipeline. So we
Second|y7 our approach is more suitable for graphics hé}@\le to _double the size of the superbuffer to create fourdime
ware acceleration. Modern graphics hardware has far méhe vertices. o _
processing capability in fragment than in geometry. For ex- Once the point primitives are generated, the rendering
ample, in the latest graphics card from NVIDIAGeForce Module can synthesize new views using one of the three
7800[17], the peak performance for fragment processirfgchniques: VDTS, colored point rendering (one color per
is 10.3G pixels per second ( ll-rate) while the number foP0INt), and single-textured point rendering. _
geometry is only 0.86G vertices per second. Traditionaltspl ~ Our real-time system can perform all the major computation—
ting algorithms are very heavy on geometric processinggtr&#om depth estimation to visualization—on the graphicslhar
forming a large collection of points) with little or no frag-ware. The primary dif culty is to convert the disparity map
ment processing. VDTS uses simpli ed geometry but closé@ 3D points in the world space. We present in the following
the gap in rendering quality by using more color or dep@fction an approach to accomplish this task using a fragment
textures. Therefore it can better utilize the current grapRrogram.
ics hardware architecture to achieve real-time perforrmanc
while maintaining comparable rendering quality to othat+e
time point rendering algorithms such as QSplat [20].
In summary, when high-resolution depth maps are av
able, we can view VDTS as aalternativeway for inter-

5.1 3D Reconstruction in a Fragment Program

a&iven a calibrated stereo pair, denoted by theirBprojec-

active rendering of large point data sets (or traditional C n_maFrlcle$Pl a:jnd PE anOdv(t)V\ioTrr_\atr(]:hmg imaging pmg_ts
models). When only color textures are available, VDTS caliL = [uvi1]" andm; = [u’V, 1]~ in homogenous coordi-

H . - 11T
produce superior images than existing splatting algomhrﬂate.s' the scene poigt= [X'Y'Z'_l] can be reconstructed by
for sparse point clouds. solving the following equation:

I1my = P1q

I2mz = Paq ®)
5 Real-Time System for Scene Acquisition and wherel ; and/, are two none-zero scalars. In the case of
Rendering recti ed images, Equation 8 becomes

0—
To demonstrate the effectiveness of VDTS for real-time ren—l {;[.rgg, = HiP1g 9)
oMy = H2P2q

dering of dynamic scenes, we have implemented a completé
on-line system for scene acquisition and rendering. It hadereH; andH, are the 3 3 recti cation matrices, and
three modulesvideo capturedepth acquisitionandrender- m‘lj; mg are the new coordinates of the two matching points
ing. in the recti ed images. Since the recti ed image planes are
The video capture module can acquire either live imagparallel to the baseline and the epipolar lines are aligrigd w
from attached cameras or video streams from the netwothke scan lines, we have? = | 2 andm$; mJ with the same
thus making the system scalable. It can also perform legseoordinate. Letm§ = [ug;v;1]T andm3 = [ug + d;v; 1]7
distortion correction (for stereovision) and color balaad- whered is the disparity value, we can write Equation 9 as

justment (for seamless texture blending). u M (1)3

The depth acquisition module computes a scene mode§ u j d Ml(l)
(a disparity map) using a fast stereo algorithm on graphf 1v % = QMZ(Z) g q (20)
ics board [24]. The stereo algorithm generates a disparity 1 M1(3)

map. In order to use texture mapping for rendering, we need
to reconstruct 3D points from the disparity map. One posthereM; = H1P1; M5 = HsP,, andM(n) denotes theh
sibility is to read back the disparity map and perform thew of the matrix. Denoting the matrix on the right hand side
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of Equation 10 a#\, g's coordinate can be directly obtained
by q= A ui;ui+ d;v;1]T. The inverse ofA can be pre-
computed. So only one matrix multiplication is needed to
compute a scene point's coordinate in the world space.

6 Results

We have shown on the rst page the rendering result from
a data set reconstructed off-line using computer visioh-tec
niques. Here we show the results from three synthetic data
sets: the Stanford Bunny and Happy Buddha data sets from e
the Stanford 3D Scanning Repository, and a palm tree data H
set. We ran a program to uniformly sample points from the |
original meshes and rendered texture images (color+depth)
using 3D Studio Max. The attributes of these data sets are in
Table 2. All the textures are JPEG compressed with a high
quality setting.

Data set] Textures | Points | Total size | Reference sizé
Buddha | 50 512 5K 1.4 MB 5.6 MBT i y
T
Bunny | 36 10222? 3.5K 2.6 MB 0.2 MB§ Fig. 7 VDTS shows comparable rendering quality to QSplat. (Left
Tree | 50 51 145K | 5.5MB 40 MB Column) images rendered with QSplat; (Right column) images
T1M points in compressed QSplat format. dered with VDTS.

35K points in compressed QSplat format.
81.3M polygons stored as compressed DXF le. ) _ )
Table 2 Attributes of our synthetic data sets. In the last columnigte | ‘?rat‘? these results (since the texture images contairepreered
the data size in alternative formats. lighting effects).
As the point sampling rate decreases (i.e., splat size in-
creases), the effect of the visibility clipping test becsrap-

We compare VDTS to QSplat in Figure 7. VDTS showBarent. 'I_'his effgc_t i_s_ clearly_ illustrated in Figure 10. het
comparable rendering quality for the Buddha data set af@age without visibility clipping, the Bunny's ears and éc
better quality for the Bunny data set. In both cases, VDTE®Ntain the ghosting effect caused by the inaccurate surfac
uses much fewer point samples but many texture images @gpmetry. When visibility clipping is performed, this edte
textures for the Buddha set and 36 textures for the Bunigydramatically reduced. _
set). One may have concern about the limited amount of tex- 1able 2 also shows that VDTS typically has a smaller
ture memory on the graphics card. We have so far expdfotprint (except for the Bunny data setin which VDTS ren-
enced no problem using that many textures. Since the textfgs better images). We attribute this to the highly effecti
blending scheme s local, i.e., textures from oblique amgldPEG compression. We intend to further study comprehen-
have little contribution in blending, VDTS is very friendlysively how much compression VDTS can achieve for com-
to texture caching. plex data sets.

Figure 8 illustrates the results from the palm tree data
set. The complexity of the tree makes it very hard for interative Scene Rendering/e tested our real-time system on an
tively rendering in its original mesh format. With arelaly eight-camera system that captures VGA resolution videos.
low point count, VDTS shows signi cant improvement oveiThe JPEG-compressed video streams are sent through the
traditional single-color splatting. Due the high comptgxi network to a rendering PC with an ATl Radeon 9800 graph-
of the tree, some visual discontinuities are noticeabldas ics card. The images are decompressed and sent to the graph-
viewpoint changes. Most of them occur on the boundary @i card as textures. The current system constructs a low-
leaves. When a leaf is changing from a frontal view to amesolution depth map at 128128. Figure 11 shows the depth
obligue view, a few pixels on the boundary may disappeanap and one synthesized view using VDTS. More views are
Using textures in higher resolution will help. An alternati presented in Figure 12. Note the motion parallax (e.g., the
is to use a high-resolution alpha matte, instead of the hindop triangle shape) in these images as the viewpoint changes
mask (for foreground/background segmentation) we current The performance of our real-time system is right now
have. limited by the video acquisition. Streaming eight VGA video

We further demonstrate the dynamic lighting effect ito a single PC over the network is challenging. We can only
Figure 9. Our current implementation uses the Phong shadn the video at about 5 frames per second (fps) to avoid sat-
ing technique. Note that we only used depth textures to gamation of the CPU. All the other components of the system
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Fig. 10 (Left) Bunny data set rendered with visibility clipping is
abled. Notice the ghosting around the ears and eyes. (Ryhthy
data set rendered with visibility clipping enabled. Ghogtartifacts
are almost completely removed.

Fig. 8 Results from the palm tree data set. (Left) images rendeithd w

asingle color per splat; (Right) images rendered with VDTS. Fig. 11 Results from a real-time scene acquisition and renderisg sy

tem. (Left) Disparity map (4 enlargement); (Right) One synthesized

view using VDTS.
= | 3
E

Fig. 12 Two rendered images from a live scene. The video capture is
freezed while the viewpoint changes. Note that a differanefof the
triangular shape (in the top) is visible in each view.

Fig. 9 Dynamic lighting effects. Shading is computedly from the 7 Conclusion
depth mapFrom left to right, the above gure shows one of the input

depth maps, the estimated normal using a fragment progrator{c
coded), and nal rendered images under different lighting. We present a novel approach—View-dependent Textured-Splat

ting (VDTS)—to render low resolution point clouds with
multiple high resolution textures. VDTS combines traditb
splatting with a view-dependent texturing strategy to tedu
rendering artifacts caused by imprecision or noise in the in
run very fast: stereo reconstruction typically takes lasst put data. VDTS requires no pre-processing, addresses vis-
30ms, and VDTS runs over 30fps. We expect that an upgratidity and aliasing, and can be ef ciently accelerated by
in the rendering PC, i.e., dual CPUs, a JPEG decompressiommodity graphics hardware. We show the effectiveness
card, and a PCI-Express graphics broad, can alleviate the@icVDTS with sparse point data, some of them are gener-

quisition bottleneck. ated from a novel GPU-based real-time view acquisition and
rendering system. In addition, we have demonstrated sev-
Some of the results in video can be found at eral techniques to improve the rendering quality when high-

http://vis.uky.edu/ “ryang/research/VDTS . resolution depth images are also available.



10

Ruigang Yang et al.

Looking into the future, we intend to expand the realt4.
time system with a large camera array to allow a wider view-
ing angle. Encouraged by the result from synthetic data sets
with depth maps, we will quantitatively study the advantages
and limitations of using VDTS to render highly complex
models. We believe this study can further expand the appli-
cation domain of VDTS. 16.
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